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Differentiable Simulation Introduction

3

Simulation is a computational model of a real or hypothetical 
system


• For physics, simulation used to study how systems 
behave (how does a particle decay, what will the output of 
a detector look like, etc etc)


• Often based on physical models with parameters that 
have some physical meaning


Simulator: ⃗x = ⃗x0 + ⃗v0t +
1
2

⃗a t2

Parameters: ⃗α = ( ⃗x0, ⃗v0, ⃗a )



Differentiable Simulation Introduction
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A differentiable simulation is a simulation for which one can 
calculate gradients of outputs with respect to inputs, parameters


• Often “easily" done by writing a simulator in an automatic 
differentiation framework (e.g. PyTorch, JAX)


• Efficiently gives exact gradients!

Forward model: , Gradients R(α) ∇α R

Simulator: ⃗x = ⃗x0 + ⃗v0t +
1
2

⃗a t2

Parameters: ⃗α = ( ⃗x0, ⃗v0, ⃗a )

x0 v0 t a

1
2

at2v0t

x = x0 + v0t +
1
2

at2



Differentiable Simulation Introduction
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Question for today: given (1) data (e.g. some trajectory with 
unknown parameters) and (2) a differentiable simulator that 
models that data


• How do we figure out what parameters produced the data 
(e.g. values of )?


• Parameter Inference/Extraction: determine parameters 
producing data

• Calibration: adjust simulation parameters to produce 
data-like outputs (e.g. for detector simulation)

⃗x0, ⃗v0, ⃗a

Simulator: ⃗x = ⃗x0 + ⃗v0t +
1
2

⃗a t2

Parameters: ⃗α = ( ⃗x0, ⃗v0, ⃗a )



Analysis-by-Synthesis: Gradient-based Optimization
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 α* = arg min
α

ℒ(R(α), X)

Forward 
Model 

Parameters 
α0

Differentiable 
Forward Model


R(αi)

Synthetic Data

Real Data, 𝑋

⊝Loss

ℒ(R(αi), X )

Gradient Descent 
on αi

Requires forward 
model to be 
differentiable!

(need 

)∇αi
ℒ(R(αi), X )



Differentiable Neutrino Detector Simulation
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Our work: take existing DUNE near detector simulation 
(arXiv:2212.09807) and make it differentiable


• Retain physics quality of a tool used collaboration-
wide while adding ability to calculate gradients


• Demonstrate the use of this differentiable simulation 
for gradient-based calibration

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation

https://arxiv.org/abs/2212.09807
https://arxiv.org/abs/2212.09807


Deep Underground Neutrino Experiment (DUNE)
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Measure neutrino oscillations using intense neutrino beam + pair of detectors (“near” and “far” from the source)


• Understanding detector response very important for physics output!



DUNE Detectors: LArTPCs
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Detector principle: liquid argon time 
projection chamber (LArTPC)

Source

https://argoncube.org/LArTPCs.html
https://argoncube.org/LArTPCs.html


DUNE Detectors: Near Detector Layout
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Focus on DUNE near detector: two 
back-to-back LArTPCs

Anode/Pixel Readout

Anode/Pixel Readout

Cathode



Drifting

Quenching

Current

Electronics

Track segments ( )
dE
dx

Number of ionized 
electrons per segment

Electron distribution 
at readout

Current induced on 
each pixel

ADC counts per 
pixel/time

Birks’ model ( , ), 
Electric field ( )

AB kB
ε

Drift velocity ( ), 
Lifetime ( ), 
Transverse/

longitudinal diffusion 
( , )

vdrift
τ

DT DL

nelec = dE
Wion

nfinal
elec = nrecomb

elec ⋅ e−tdrift/τ

nrecomb
elec = αrecomb ⋅ nelec

αrecomb = AB

1 + kB

ε ⋅ ρ
dE
dx

vdrift = μ ⋅ ε
σL,T = 2 ⋅ tdrift ⋅ DL,T

Neutrino Detector Simulation
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Why differentiable programming?


• For DUNE, the calibration problem <=> fitting 
parameters of physics models


S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation



Neutrino Detector Simulation
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Why differentiable programming?


• For DUNE, the calibration problem <=> fitting 
parameters of physics models


• Several dimensional, correlated =>  need an 
optimization that scales efficiently 


• Simulation and calibration packaged in one tool! Useful 
for analyzers, trivial application across collaboration

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation



How to make a simulation differentiable?
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Rewrite existing 
simulator in 

differentiable 
framework

Make sure all 
operations are 
differentiable

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation



Rewriting the Simulator: Computational Challenges
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Non-differentiable version written with CUDA kernels 
using Numba


• Chose to write differentiable version in EagerPy 
(backend agnostic)/PyTorch, which are based 
around tensor operations


• => differentiable version vectorized to work well 
in these frameworks

Drawback: dense tensors for sparse problem => 
significant slowdown, even in forward model


• Sparse tensor library topic of future work

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation

https://eagerpy.jonasrauber.de/
https://eagerpy.jonasrauber.de/


Rewriting the Simulator: Computational Challenges
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Useful tool: PyTorch checkpointing:


• Gradient accumulation memory intensive due to 
stored intermediate results


• Trades memory for computation time by 
recomputing intermediates 

Source

https://pytorch.org/docs/stable/checkpoint.html
https://pytorch.org/docs/stable/checkpoint.html
https://github.com/rasbt/deeplearning-models/blob/master/pytorch_ipynb/mechanics/gradient-checkpointing-nin.ipynb
https://github.com/rasbt/deeplearning-models/blob/master/pytorch_ipynb/mechanics/gradient-checkpointing-nin.ipynb


Broader Context: Laser Wavefront Fitting
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Can we avoid this vectorization problem? What is the state of the art for fast automatic differentiation code? How do we operate at 
scale?


• e.g. exploring Julia (Zygote) for a problem in MAGIS


• JIT compiled, many built in tools!

Work in progress: S. Gasiorowski,  M. 
Kagan, N. Sachdeva, Y. Wang, J. Glick, T. 
Kovachy



How to make a simulation differentiable?
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Rewrite existing 
simulator in 

differentiable 
framework

Make sure all 
operations are 
differentiable

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation



Rewriting the Simulator: Differentiable Relaxations
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Discrete/“hard” operations all over physics simulation — can limit utility of gradients! Differentiable relaxations sacrifice 
accuracy for nice derivatives. In the neutrino sim, e.g.:


• Cuts (e.g. x > 0) <=> smooth sigmoid threshold


• Integer operations (e.g. floor division) <=> floating point (e.g. regular division)


• Discrete sampling <=> interpolation

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation

*check out neos/relaxed for some discussion in other contexts!

https://github.com/gradhep/neos
https://github.com/gradhep/relaxed
https://github.com/gradhep/neos
https://github.com/gradhep/relaxed


Optimization Choices: Loss Function
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Choice of loss function important for minimization 
quality


• Neutrino case: output is 3D voxel grid of 
charges: (x, y, z, q) 


• Comparison in grid requires either:


• Gradients through discrete pixelization 
(x, y coordinates)


• Enough overlap in distributions so loss 
isn’t flat (pure charge voxel image 
comparison)


• Framing as a sequence (of induced charges) 
and using Dynamic Time Warping avoids 
both issues!


• SoftDTW is a relaxed version, allowing 
gradients

Source

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation

https://github.com/Maghoumi/pytorch-softdtw-cuda
https://github.com/Maghoumi/pytorch-softdtw-cuda
https://rtavenar.github.io/blog/dtw.html
https://rtavenar.github.io/blog/dtw.html


Broader Context: Ray Tracing Simulation
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Lots of issues with discrete/hard edges in optical ray tracing!


• Points “fall off” edges of optical components — careful loss function choice (e.g., Soft-DTW) can sidestep the problem! 


• Interesting topics to explore: warped area sampling, discrete random AD Follow-up from:  
S. Cheong, J. Frisch, S. 
Gasiorowski, J. Hogan, M. 
Kagan, M. Safdari, A. 
Schwartzman, M. Vandegar  
arxiv:2205.11480

http://people.csail.mit.edu/sbangaru/projects/was-2020/
https://arxiv.org/abs/2210.08572
http://people.csail.mit.edu/sbangaru/projects/was-2020/
https://arxiv.org/abs/2210.08572
https://arxiv.org/abs/2205.11480
https://arxiv.org/abs/2205.11480


Neutrino Calibration Results
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Gradient-based calibration works!


• Demonstrate via 6D simultaneous fit in a “closure test”


• Set simulation parameters in a variety of simulated 
targets, see if we can recover them in a fit starting at 
a fixed initial point

S. Gasiorowski, Y. Chen, Y. 
Nashed, P. Granger, C. 
Mironov, D. Ratner, K. Terao, 
K. V. Tsang  
Paper in preparation



Extensions: Inverse Problem Solving
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Energy Deposits ( )dE/dx Detector Readout

Drifting/
Detector 
Response

Work in progress: D. Douglas, S. 
Gasiorowski, Y. Chen, Y. Nashed, P. 
Granger, C. Mironov, D. Ratner, K. 
Terao, K. V. Tsang 



Extensions: Inverse Problem Solving
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Traditional approach: “calibration”

ReconstructiondE/dX
(inaccessible)

Detector
calibration

Image data
(charge/light, accessible)

Drift & Detector 
response Analysis

ReconstructiondE/dX
(inaccessible)

Image data
(charge/light, accessible)

Drift & Detector 
response Analysis

Detector
calibration

Near detector

Far detector

D
iff

7

Figure from K. Terao



Extensions: Inverse Problem Solving
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Traditional approach: “calibration”

ReconstructiondE/dX
(inaccessible)

Detector
calibration

Image data
(charge/light, accessible)

Drift & Detector 
response Analysis

ReconstructiondE/dX
(inaccessible)

Image data
(charge/light, accessible)

Drift & Detector 
response Analysis

Detector
calibration

Near detector

Far detector

D
iff

7

Figure from K. Terao

Separate reconstruction for two 
different detectors!



Extensions: Inverse Problem Solving
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Figure from K. Terao

Removing detector effects lets us operate in 
a shared  spacedE/dx



Extensions: Inverse Problem Solving
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Energy Deposits ( )

(inaccessible in data!)

dE/dx Detector Readout

Supervised 
learning of a 

neural network 
relies on fixed 

examples 

Work in progress: D. Douglas, S. 
Gasiorowski, Y. Chen, Y. Nashed, P. 
Granger, C. Mironov, D. Ratner, K. 
Terao, K. V. Tsang 

ℒinv = (NN(ysim) − xGT)2



Extensions: Inverse Problem Solving
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Energy Deposits ( )dE/dx Detector Readout
Using our differentiable 

simulator allows for 
direct constraint with 

the simulator in the loop

NN(F(x))

F(x)

Work in progress: D. Douglas, S. 
Gasiorowski, Y. Chen, Y. Nashed, P. 
Granger, C. Mironov, D. Ratner, K. 
Terao, K. V. Tsang 

ℒcc = (F(NN(ydata)) − ydata)2

Energy Deposits ( )

(inaccessible in data!)

dE/dx

Unsupervised 
(fully data 
driven)!



Broader Differentiable Simulation Chain
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Focus of previous slides

Figure from K. Terao



Broader Differentiable Simulation Chain
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Focus of previous slides

Separate set of work!

Figure from K. Terao



Broader Differentiable Simulation Chain
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Focus of previous slides

Separate set of work!Want to make this 
differentiable for 
fully tunable pipeline

Figure from K. Terao



Neural Fields as Differentiable Surrogates
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Expensive 
simulation

Lookup table 

(visibility(x))

PMT Response

Photon simulation involves modeling of optical visibility 
(probability of observing a photon produced at a given point 
per PMT)


• Typically, expensive simulation done to produce grid of 
points (voxels)


• Very large grid => large memory consumption, not easily 
tunable to data

M. Lei, K. V. Tsang, S. Gasiorowski, C. 
Li, Y. Nashed, G. Petrillo, O. Piazza, D. 
Ratner, K. Terao arxiv:2211.01505

https://arxiv.org/abs/2211.01505
https://arxiv.org/abs/2211.01505


Neural Fields as Differentiable Surrogates
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Expensive 
simulation

Lookup table 

(visibility(x))

PMT Response

Lookup Table

Neural network 
(SIREN)

Idea: train neural network to represent lookup 
table


• Voxels → network weights — more 
memory efficient


• Network easily trainable → tune 
representation on measured data 


M. Lei, K. V. Tsang, S. Gasiorowski, C. 
Li, Y. Nashed, G. Petrillo, O. Piazza, D. 
Ratner, K. Terao arxiv:2211.01505

https://www.vincentsitzmann.com/siren/
https://www.vincentsitzmann.com/siren/
https://arxiv.org/abs/2211.01505
https://arxiv.org/abs/2211.01505


Neural Fields as Differentiable Surrogates
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Expensive 
simulation

Lookup table 

(visibility(x))

PMT Response

Lookup Table

Neural network 
(SIREN)

Calibrate 
NN model 
with 
training

M. Lei, K. V. Tsang, S. Gasiorowski, C. 
Li, Y. Nashed, G. Petrillo, O. Piazza, D. 
Ratner, K. Terao arxiv:2211.01505

https://www.vincentsitzmann.com/siren/
https://www.vincentsitzmann.com/siren/
https://arxiv.org/abs/2211.01505
https://arxiv.org/abs/2211.01505


Conclusions
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Differentiable simulation is a powerful tool for parameter-based calibration and inference


• Use of differentiable simulators in conjunction with other machine learning tools can directly incorporate physics constraints


Challenges for broad application include:


• Dealing with discreteness/hard edges


• Differentiable relaxations sacrifice accuracy for gradient utility


• Emerging methods for more exact treatment


• Computational feasibility cf. non-differentiable simulators


• Naive translation into tensor operations can increase computational cost if problem is sparse


• Tools such as checkpointing provide handles to tune resource usage


• Broad exploration of existing frameworks may be fruitful (PyTorch vs. JAX vs. TensorFlow vs. Zygote vs. Enzyme vs. 
…)


• Building from scratch vs translating existing simulators?



