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Why Numba?

Differentiable Programming in a Wider Ecosystem?
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Background

What is Numba?

* Numba is a just-in-time (JIT) compiler for Python, which takes Python code, and is
utilizing the LLVM compilation infrastructure to compile to different hardware
targets such as

* CPU
* GPU

* Optimized for NumPy, and Stencil-Computation
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Background

What is Numba?

* Numba is a just-in-time (JIT) compiler for Python, which takes Python code, and is
utilizing the LLVM compilation infrastructure to compile to different hardware

targets & utilize different parallelization approaches

 Vectorization by Numba itself with a work-queue
* OpenMP

* Intel Threading Building Blocks (TBB)

» CUDA
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Why would we care about
another JI'T-engine for Python
when we already have JAX?
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Background

Dr. JIT: A Just-In-Time Compiler for Differentiable Rendering

* Tracing-based domain-specific compiler for ol unroV
differentiable rendering with its own AD- 2 027 A
system, compiles to LLVM, and NVIDIA S *[traced
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Background

Loopy Code: Numba vs JAX

from numba import njit
import numpy as np

anjit(nopython=True)
def test function(a):
trace = 0.0
for 1 in range(a.shape[0]):

trace += np.tanh(al[i, i])
return a + trace

Numba

import jax.numpy as jnp
from jax import jit

@jit
def test func2(a):
trace = 0.0
for 1 in range(a.shapel[0]):

trace += jnp.tanh(ali, i])
return a + trace

JAX




from numba import njit, stencil
import time
import numpy as np

# Using Numba's stencil decorator
astencil
def _stencill_kernel(a):

Background

Stencil Code: Numba vs JAX

from jax import jit
import time

import numpy as np
import kernex as kex

# Using kernex for stencil computation in JAX
@jit

return 0.25 x (a0, 1] + al1, 0] + a[o, -1] + a[-1, @]) ckex . kmap (

anjit()
def stencill_kernel(a):
return _stencill_kernel(a)

Numba

kernel_size=(3, 3),
padding = 'valid',
relative=True)# For relative indexing
def stencill_kernel(a):
return 0.25 x (a0, 1] + al[1, 0] + al[0, -1] + a[-1, 0])

JAX
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Execution Time (s)
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Background

Numba vs JAX
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Background

Numba vs JAX Performance

* Numba an order of magnitude faster B Numba

than JAX on this trivial benchmark 4E-05

* Numba loves loopy code, whereas % 3E.05
JAX does not £

S 2E-05
5

- : & 1E-05
 Both JIT engines conceived for 5

1 !
very different use cases! OE+00
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The Stages of Numba
Compilation




@njit TI.ITI

def kernel(r, a, x, vy)

kernel(r, a, x, y)

*—I

Python Function Functions

(bytecode) Arguments
Type :
Inferance Rewrite IR
Bytecode Numba R
Analysis

Cache

Execute! Mggg‘ge LLVM/NVVM JIT LLVM R

Lowerng




@njit .Ill."

def kernel(r, a, x, vy)

kernel(r, a, x, vy)

*—I

Functions

Arguments
Rewrite IR
Bytecode
Analysis
Lowering
Cache
Execute! Machine LLVM/NVVM JIT

Code




The Stages of Numba Compilation
Python

1 t
def kernel(r, a, x, V)

kernel(r y)
Python Function Functions
(bytecode) | = Arguments
v
Numba IR
Type
Inference
LLVM IR
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The Stages of Numba Compilation
Python Bytecode

njit
def kernel(r, a, X, y)

3 © LOAD GLOBAL 0 (cuda)
kernel(r, a, x, y) 2 LOAD_METHOD 1 (grid)
4 LOAD_CONST 1 (1)
(///////// 6 CALL METHOD 1
8 STORE_FAST 4 (i)
X%ﬁggfs 5 10 LOAD_FAST 4 (i)
12 LOAD_GLOBAL 2 (len)
14 LOAD FAST 0 (r)
16 CALL_FUNCTION 1
18 COMPARE_OP 0 (<)
20 POP_JUMP IF FALSE 46

Numba IR

6 22 LOAD_FAST (a)

24 LOAD_FAST (x)
26 LOAD_FAST 4 (1)

=

N

28 BINARY_SUBSCR
mfzﬁﬁce 30 BINARY MULTIPLY
32 LOAD FAST 3 (y)
l 34 LOAD FAST 4 (i)
36 BINARY_SUBSCR
38 BINARY_ADD
LLVM IR 40 LOAD_FAST 0 (r)
42 LOAD_FAST 4 (i)
l 44 STORE_SUBSCR
>> 46 LOAD _CONST @ (None)

LLVM/NVVM JIT 48 RETURN_VALUE




The Stages of Numba Compilation
Untyped Numba IR

njit
def kernel(r, a, x, y) label 0:
" r = arg(@, name=r) ['r']
a = arg(1, name=a) ['a']
X = arg(2, name=x) ['x']
kernel(r, a, x, y) y = arg(3, name=y) ['y']
$21oad_global.® = global(cuda: <module 'numba.cuda' from '/home/gmarkall/numbadev/numba/numba/cuda/__in
k////////// \\ $41oad_method.1 = getattr(value=$2load_global.@, attr=grid) ['$21load_global.®', '$4load_method.1']
$const6.2 = const(int, 1) ['$const6.2']
$8call_method.3 = call $4load_method.1($const6.2, func=$4load_method.1l, args=[Var($const6.2, <ipython-i
Python Function Functions ethod.1', '$8call_method.3', '$const6.2']
(bytecode) Arguments i = $8call_method.3 ['$8call_method.3', 'i'l
$141oad_global.5 = global(len: <built-in function len>) ['$141load_global.5"']
J $18call_function.7 = call $14load_global.5(r, func=$14load_global.5, args=[Var(r, <ipython-input-2-2505
'$18call_function.7', 'r'l]
$20compare_op.8 = i < $18call_function.7 ['$18call_function.7', '$2@0compare_op.8', 'i'l
branch $20compare_op.8, 24, 48 ['$20compare_op.8"']
label 24:

$30binary_subscr.3 = getitem(value=x, index=i) ['$3@binary_subscr.3', 'i', 'x'l]
$32binary_multiply.4 = a *x $30@0binary_subscr.3 ['$3@0binary_subscr.3', '$32binary_multiply.4', 'a'l]
$38binary_subscr.7 = getitem(value=y, index=i) ['$38binary_subscr.7', 'i', 'y'l]

Type $40binary_add.8 = $32binary_multiply.4 + $38binary_subscr.7 ['$32binary_multiply.4', '$38binary_subscr.
Inference r[i] = $4@binary_add.8 ['$40binary_add.8"', 'i', 'r']
jump 48 []
l label 48:
$const48.0 = const(NoneType, None) ['$const48.0"']
LLVM R $50return_value.l = cast(value=$const48.0) ['$50return_value.l1l', '$const48.0']
return $50return_value.1l ['$50return_value.1l']

l

LLVM/NVVM JIT

0




The Stages of Numba Compilation
Typed Numba IR

njit
def kernel(r, a, x, y)

" # —— LINE 5 ——-
# $141oad_global.5 =
# $18call_function.7
1d, C),) —> int64
del $141load_global.5
$20compare_op.8 = i < $18call_function.7 :: bool
del $18call_function.7
branch $2@compare_op.8, 24, 48

global(len: <built-in function len>) :: Function(<built-in 1
= call $141load_global.5(r, func=$14load_global.5, args=[Var(i

kernel(r, a, x, vy)

H H W R

if i < len(r):

Python Function Functions # —— LINE 6 ———
(bytecode) Arguments # label 24
del $20compare_op.8

$30binary_subscr.3 = getitem(value=x, index=i) :: int32
del x

$32binary_multiply.4 = a *x $3@binary_subscr.3 :: float64
del a

del $30binary_subscr.3

$38binary_subscr.7 = getitem(value=y, index=i) :: int32

del y

$40binary_add.8 = $32binary_multiply.4 + $38binary_subscr.7 :: float64

Numba IR

gl g = - 7 g

del $38binary_subscr.7
del $32binary_multiply.4
r(i] = $4@binary_add.8 :: (array(int32, 1d, C), int64, float64) —-> none
del r
del i
del $40binary_add.8
jump 48
label 48
del y
del x
r
i

Séed Enzyme'’s /
1Type inference

del

del

del a

del $20compare_op.8

$const48.0 = const(NoneType, None) :: none
$50return_value.l = cast(value=$const48.0) :: none
del $const48.0

return $50return_value.1l

LLVM IR

HHEHHFTHAFTHAFHRBFTHRBEEEEETETEHTETERRERRHRHRRSR

LLVM/NVVM JIT r{il = a *x x[i] + y[il]




The Stages of Numba Compilation
LLVM IR

nj1it
def kernel(r, a, x, y)
- ; Function Attrs: nounwind
define linkonce_odr 132 @"_ZN8__main__8axpy$241E5ArrayIliLilE1C7mutable7alignedEd5ArrayIi
t, i8% %arg.r.0, i8% %arg.r.l, i64 %arg.r.2, 164 %arg.r.3, 132% %arg.r.4, 164 %arg.r.5.0
64 %arg.x.3, 1i32x %arg.x.4, i64 %arg.x.5.0, i64 %arg.x.6.0, i8% %arg.y.0, 1i8x %arg.y.1,
ke rnel( r d X Y) ocal_unnamed_addr #0 {
entry:
%.57 = tail call i32 @llvm.nvvm.read.ptx.sreg.tid.x()
%.58 = tail call i32 @llvm.nvvm.read.ptx.sreg.ntid.x()
%.59 = tail call i32 @llvm.nvvm.read.ptx.sreg.ctaid.x()
%.60 = mul i32 %.59, %.58
%.61 = add 132 %.60, %.57
Python Function Functions %.93 = §ext 132 9.6.61 to 164
(bytecode) Arguments 96.94.- = icmp slt i64 %.93, %arg.r.5.0
br il %.94, label %B24, label %B48
B24: ; preds = %entry
%.119 = icmp slt i32 %.61, O
%.120 = select il %.119, i64 %arg.x.5.0, i64 0
%.121 = add 164 %.120, %.93
%.134 = getelementptr i32, i32x% %arg.x.4, 164 %.121
Numba IR %.135 = load i32, i32% %.134, align 4
%.143 = sitofp 132 %.135 to double
%.144 = fmul double %.143, %arg.a
%.168 = select il %.119, i64 %arg.y.5.0, i64 0
%.169 = add 164 %.168, %.93
%.182 = getelementptr i32, i32x %arg.y.4, 164 %.169
%.183 = load 132, 1i32% %.182, align 4
Type %.191 = sitofp 132 %.183 to double
Inference %.192 = fadd dogble %.144{ %.191 .
%.217 = select il %.119, i64 %arg.r.5.0, i64 0
%.218 = add 164 %.217, %.93
l %.231 = getelementptr i32, i32x% %arg.r.4, i64 %.218
%.232 = fptosi double %.192 to 132

store 132 %.232, 132% %.231, align 4
br label %B48

B48: ; preds = %B24, %entry
store i8% null, 1i8%x %.ret, align 8
ret i32 0

}

LLVM/NVVM JIT ; Function Attrs: nounwind readnone
declare i32 @llvm.nvvm.read.ptx.sreg.tid.x() #1
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Numba-Enzyme Pipeline

enzyme_reverse(..)
def d_kernel(x, y):

* Integration into Numba at the llvmlite-
level to tie into the JIT-engine

* Enzyme able to operate its own JIT

* No transformation passes at higher level
of the pipeline for now for auto-shadows.

Optimize

Lower m)

LIVM

Enzyme %> | ;’
LIV

Optimize

L

EXE

J CodeGen =
M
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d_kernel(x, d_x, vy)

/

Python Function

(bytecode)

|

Untyped
Numba IR

\

Typed
Numba IR

l

LLVM IR

\

Functions
Arguments

| Seed |
i Type inference;
~._ | (In progress) |

Enzyme

l

Plugin

LLVM/NVVM JIT

QCall
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API

Design Goals

Minimally intrusive

Explicit handling of shadows
Close to design example set by Enzyme.jl (GitHub.com/EnzymeAD/Enzyme.jl)

Preserve Numba-typical handling of compiled kernels

 Taking cues from the syntax of the CUDA-JIT

24



http://GitHub.com/EnzymeAD/Enzyme.jl

API

Reverse-Mode Automatic Differentiation

from numba_enzyme import enzyme_reverse from numba_enzyme import enzyme_reverse
enzyme_reverse(enzyme_const="x", enzyme_reverse(enzyme_const="x",
enzyme_dup="vy", enzyme_dup="vy"
val_and_grad=False) val_and_grad=True)
def product(x, y): def product(x, y):
return Xxy return Xxxy
grad = product(x, y) val, grad = product(x, vy)

Reverse-Mode Gradient Primal + Reverse-Mode Gradient

25




API

Forward-Mode Automatic Differentiation

from numba_enzyme import enzyme_forward from numba_enzyme import enzyme_forward
enzyme_forward(enzyme_const="x" enzyme_forward(enzyme_const="x",
enzyme_dup="y", enzyme_dup="y",
val_and_grad=False) val_and_grad=True)
def product(x, y): def product(x, y):
return xxy return xxy
tangent = product(x, y) val, tangent = product(x, vy)

Forward-Mode Gradient,

Often also called the “Tangent” Primal + Forward-Mode Gradient

26
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Future Work

* Expansion of API:
* Vector Modes: Vectorized Forward-Mode, Vectorized Reverse-Mode

e Jacobian Primitives: Vector-Jacobian Product, Jacobian-Vector Product

* Hessian Primitives: Vector-Hessian Product, Hessian-Vector Product

e Custom Gradient API

* Integration with Portable Instructions eXchanged In Executable (PIXIE)

* Framework Composability:
* Embedding of Numba-kernels into JAX & PyTorch
* Embedding of JAX & PyTorch kernels into Numba (much much more difficult!)

28
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Summary

Numba-Enzyme

* Gradient-providing JIT-Compiler in Numba
* Forward-Mode
* Reverse-Mode
 JIT-characteristics targeted at computational science

* Dynamism, Branches, Loops, Array mutation
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